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Cloud basics

Cloudinfrastructure refersto the hardware and softwareomponentssuchasservers storage, a
network andvirtualizationsoftware,that are neededto support the computing requirements of a
cloud computing model.

Nowaday<loudinfrastructuresare phisycallyymplementedin severaldatacentersacrossall over
the world.

Themaingoal of thecloudinfrastracture managementsto understandnow to efficiently organize
and use the cloud resources. Rbis reasonvirtualization comesto play, it includesanabstraction
layerthat virtualizesresources andbgicallypresentsthemto userstrough applicationprogram
Interfacesand AP¥enabledcommandline orgraphicalnterfaces

The ideasto managea datacenter, made dhousandsof servers asalogicallyuniguemassive
serverwhoseresources are the sum afl the serversonesthat phisycallycompossit.

The first approach to tackkhis challengas based on theeonceptof Virtual Machine.



Containerization

Containerizationrefersto anoperatingsystem feature iwhichthe
kernelallowsthe existenceof multiple isolateduserspaceinstances

Suchinstancescalledcontainers partitionsor virtualenvironments
maylook likerealcomputers from the point o¥iew of programs
running inthem.




Virtual Machines vs Containers - 1
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Virtual Machines vs Containers - 2

Novel way to think about the architecture of a distributed
application, so callechicro-services architecture

Each container is usually singlarpose, singlerocess,
gopt App2 Al which aligns nicely with micsservices architectures.

Bins/Lib Bins/Lib _ _ _

: i The new approach is to package the different services that
constitute an application into separate containers, and to

. deploy those containers across a cluster of physical or

virtual machines.

Infrastructure Containers are

A Flexible

A Lightweight

A Interchangeable
A Portable

A Scalable




Orchestration

ANeed to manage micreervices applications.

AContainer orchestratiorallows users to control when containers start
and stop, group them into clusters, and coordinate all of the
processes that compose an application. Container orchestration tools
allow users to guide container deployment and automate updates,
health monitoring, and failover procedures.




Docker &> docker

Docker is a platform for developers and sysadmingeteelop, deploy,
andrun applications with containers. It is a container engine.

It enables you to separate your applications from your infrastructure so
you can deliver software quickly

Clientserverarchitecture
AServeridocker daemon
AAP| REST
AClient:docker CLI
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Docker Lab &~ docker

Starting from a 3ier web application (Spring and MySQL)
AApplication containerization

ACreation and configuration of a cluster (swarm) with Docker Machine
ADeployment

AHorizontal scaling

VM Configuration

oS Ubuntul18.10
OracleVM VirtualBox 5.2.18r123745
Docker 18.09.4-ce
DockerCompose 1.24.0
DockerMachine 0.16.0




The application &> docker

Source code linkttps://github.com/davidMonnuar/projectActivity

3-tier web application for books collection management

ClientTier ApplicationTier DatabaseTier
< > |El==|= < )
RESAPIs 1+ L JPA
A HTML5 A Java A RelationaDB
A Javascript A Spring Boot A MySQL

A CSS A Tomcat



https://github.com/davidMonnuar/projectActivity

Application Tier - 1 &> docker

Spring Boots an approach to develop spring application with minimal or zero
configuration.

Tomcat used as an Embedded Server
Think about what you would need to be able to deploy your application (typically) on a virtual

machine.

Step 1: Install Java

Step 2: Install the Web/Application Server (Tom@&tbspheréWeblogicetc)
Step 3: Deploy the application war

What if we want to simplify this? This idea is the genesis for Embedded Servers.

For example, for a Spring Boot Application, you can generate an application jar which contains
Embedded Tomcatou can run a web application as a normal Java application!



Application Tier - 2 &> docker

Thanks tdSpring deep integration with JP&ke don’ t n e &dtitieso
spend too much time in configuring the persistence layer since - Authorjava
most part of the setup is done automatically (i.e. db creation) by - Book.java

exploiting Java annotations. o
Repositories

Application Tier Database Tier - AuthorRepository.java
— - BookRepository.java
==~ —— Controller
)l = J: JPA - MainController.java
View

The only thing we have to write down is a configuration file called
application.ymlin which we specify

-the URL to access the database R
-username esources

-password - application.ym|
-plus other parameters

- CustomBookSerializer.java




Author.java - entities package &> docker

package it.unibo.libraryDemo.entities ; public ~ String  getName () {
return  name;
import  com.fasterxml.jackson.databind.annotation.JsonSerialize ; }
import  it.unibo.libraryDemo.view.CustomBooksSerializer ;
public  void setName (String name) {

import  javax.persistence X this .name = name;
import  java.io.Serializable ; }
import  java.util.ArrayList ;
import  java.util.List ; public  Integer getld (){
return  id;
@Entity }
@rable (name="authors ")
public class Author implements  Serializable { public  void setld (Integer id){
@ld this .id =id;
@Column ( name="author_id ") }
@seneratedValue (strategy =GenerationType. AUTQ
private Integer id; public List< Book> getBooks () {
return books;
private String  name; }
@neToMany( public  void setBooks (List< Book> books) {
mappedBy = "author ", this .books = books;
cascade = CascadeType. ALL, }
orphanRemoval = true
) public  void addBook (Book book) {
@sonSerialize (using = CustomBooksSerializer.class ) books.add (book);
private List< Book> books = new ArrayList  <>(); book.setAuthor  (this );
}
@reRemove
public  void preRemove () { public  void removeBook (Book book) {
setBooks (null ); books.remove (book);
} book.setAuthor  (null );
}
}



AuthorRepository.java - repositories package &> docker

package it.unibo.libraryDemo.repositories

import  it.unibo.libraryDemo.entities.Author ;
import  org.springframework.data.repository. CrudReposﬂory

public interface AuthorRepository extends CrudRepository  <Author, Integer >{

}

CrudRepositorys an interface and extends Spring d&positoryinterface.
CrudRepositorprovides generic CRUD operation on a repository for a specific type.
It has generic methods for CRUD operation.

To useCrudRepositoryve have to create our interface and exte@dudRepositoryWe need not to implement
our interface,its implementation will be created automatically at runtimeSome methods we will use

- findByID

- findAll

- deleteBylD
- save



MainController.java - controller package - 1 & docker

In this class are defined and implemented the REST APIs that will be used by the
HTML5 Client.

The APIs are

- library/getHostname ClientTier ApplicationTier
- library/resetApplication

- library/addBook

- library/getAllIBooks < >

100

(1= FHH)

10

- library/deleteBook RESTPIs
- library/addAuthor

- library/getAllAuthors

- library/deleteAuthor

[ll
lll




MainController.java - controller package - 2 &> docker

@restController
@RequestMapping ( path ="/library")
public class MainController {
@\utowired
private AuthorRepository authorRepository ;
@\utowired
private BookRepository bookRepository

@setMapping ( path ="/ getHostname ")
public  String  getHostname () {

String  hostname =" unknown";
try {
hostname = InetAddress.getLocalHost (). getHostName ();

} catch ( UnknownHostException e){
e.printStackTrace 0;

}
return  hostname ;
}

@setMapping ( path ="/ resetApplication "
public ~ String resetApplication 01
bookRepository.deleteAll 0;
authorRepository.deleteAll 0;

return " Done",
}

@utMapping ( path ="/ addBook ")
public ~ String addNewBook (@RequestParam String title

@RequestParam  String  isbn , @RequestParam String  author ){

Book b= new Book();
b.setTitle (title ),
b.setlsbn  (isbn );
Author a = authorRepository
findByld ( Integer.parselnt (‘author )).
if (@ == null ){

return " Not saved .The author is not inthe database";

}

orElse (null );

a.addBook (b);
bookRepository.save (b);
authorRepository.save (a);
return  "Book saved";

}

@setMapping ( path ="/ getAllBooks ")
public Iterable <Book> getAllBooks 01
return  bookRepository.findAll 0;

}

@eleteMapping ( path ="/ deleteBook ")

public ~ String deleteBook ( @equestParam Integer id ¥
bookRepository.deleteByld (id);
return  "Book deleted

}

@utMapping ( path ="/ addAuthor ")

public ~ String addNewAuthor ( @RequestParam String  name) {
Author a = new Author();
a.setName (name);
authorRepository.save (a);

return "Author  saved ";

}

@setMapping ( path ="/ getAllAuthors "
public  Iterable <Author > getAllAuthors 0{
return  authorRepository.findAll 0;

}

@eleteMapping ( path ="/ deleteAuthor ")

public ~ String  deleteAuthor ( @RequestParam Integer  id X
authorRepository.deleteByld (id);
return ~ "Author deleted *;



application.yml - resources package &> docker

We use global/ariablesto avoidthe database information hardoding.

Thislet usto re-usethis web app withanydatabasewe want.

spring
profiles  : container
datasource :
driverClassName : ${DATABASE_DRIVER}
url:  jdbc:mysql ://${DATABASE_HOST}:${DATABASE_PORT}/${DATABASE_NAME}? useSSL =false&allowPublicKeyRetrieval =true

username: ${DATABASE_USER}
password:  ${DATABASE_PASSWORD}

tomcat :
test -while -idle : true
time - between - eviction -runs - millls : 60000

validation -query: SELECT1

jpa :
hibernate.ddl -auto: create -drop
properties.hibernate.dialect . org.hibernate.dialect. MySQL5Dialect




Application containerization - 1 &> docker

Apporganization

AOnecontainerfor Spring

AOnecontainerfor MySQL ¥olume

AOneoverlay networkfor connectingthe two containers

The first stepsto definean image foeachcontainer by writing a text
documentcalledDockerfile

Thanks to aimplesintaxa Dockerfildet usto defineall the steps
necessaryo create an image and texecuteit.



Application containerization - 2

Spring container Dockerfile

1 FROMopenjdk:8 -jre - alpine
2 MAINTAINER Dmitrij David Padalino Montenero
3
5  VOLUME /tmp
4 EXPOSES8080
6
7 ARGJAR_FILE
8 ADD target /${JAR_FILE }app.jar
9 ADD wrapper.sh wrapper.sh
10

11 RUN apk add -- update bash && rm -rf
12 RUN bash -c¢ 'chmod +x /wrapper.sh’
13 RUN bash - c ‘'touch /app.jar'

/ var [ cache / apk/*

15 ENTRYPOINT][ "/bin/ bash", "/wrapper.sh" ]

Scriptentrypoint

1  #!/bin/bash
2  while! exec 6<>/dev/ tcp /${DATABASE_HOST}/${DATABASE_PORT};
3 echo "Trying to connect to MySQL at ${DATABASE_PORT}..."
4 sleep 10
5 done
6
7 java - Djava.security.egd =file:/dev/./ urandom
- Dspring.profiles.active =container - jar /app.jar

do

*docker

Imagecreationand upload in the DockerHub
$ docker build it librarydemo
$ docker login

$ docker tag librarydemo davidmonnuar /springbootlibrarydemo:1.0

$ docker  push davidmonnuar /springbootlibrarydemo:1.0

Image sizenly 116 MB

MySQL container Dockerfile

No needto create a new Docker imagicethe official
MySQL imagavailablein the DockerHuls enoughfor our
purposes



Cluster creation and configuration &> docker

Aswarmis a group of machines, physical or virtual, that are running Docker and joined into a
cluster

The clustemwe will useis composedoby two nodes a master and one worker.

Virtual machinescreation

$ docker - machine create T driver  virtualbox myvm1
$ docker - machine create T driver  virtualbox myvm?2

$ docker - machine Is

NAME ACTIVE DRIVER STATE URL SWARM DOCKER ERRORS
myvm1l - virtualbox Running tcp://192.168.99.100:2376 v18.06.1 -ce
myvm?2 - virtualbox Running tcp://192.168.99.101:2376 v18.06.1 -ce

Clusterinitialization

$ docker - machine ssh myvm1 "docker swarm init  -- advertise -addr 192.168.99.100:2377

Swarm initialized . current node Ounmutpbeeeytxpquhiylb6ok iS now a manager.

To add a worker to this swarm, run the following command

docker swarm join \

-- token SWMTKN- 1- 4y8bpxyrbno89dapkkwyjdw3268qfzpl128tpfShecjdtiShblk - 00oatopl9dzw3jejbietxa9vp 192.168.99.100:2377
$ docker - machine ssh myvm2 "docker swarm join -- token SWMTKN- 1- 4y8bpxyrbno89dapkkwyjdw3268qfzp128tpfShecjdtiShblk -
0OOoatopl9dzwa3jejbietxa9vp 192.168.99.100:2377"

$ docker - machine ssh myvm1 "docker node Is "

ID HOSTNAME STATUS AVAILABILITY MANAGER STATUS ENGINE VERSION

Ounmutpbeeeytxpquhiylb6ok * myvml  Ready Active Leader 18.06.1 -ce
ktvyiOnypz311645iej8torkx myvm2  Ready Active 18.06.1 -ce



Deployment - 1 &> docker

Il n a distributed application, different pieces of

Services n Docker are really just ®“containers in produ
way that image runswhat ports it should use, how many replicas of the container should run so the service

has the capacity it needs, and so on. Scaling a service changes the number of container instances running that
piece of software, assighing more computing resources to the service in the process.

In order to connectservices Dockansesthe concept ofStack A stack is a group of interrelated services that
share dependencies, and can be orchestrated and scaled together.

In thedockercompose.ymfile aredefined

A A service' mysqldb’, port 3306

A A service spring , port 80

A A service visualizet , port 8080

A A volume* my-datavolume’ usedby “mysqldd

A A network® webnet’ with the default settings (which is a lodmhlanced overlay network)

Application deployment

$ docker - machine ssh myvm1l "docker stack deploy - c docker - compose.yml librarywebapp



Deployment - 2

1 version : "3"

2 services

3 mysqldb :

4 image : mysql:latest

5 volumes :

6 - my- datavolume :/var/lib/ mysql

7 deploy :

8 placement :

9 constraints :[ node.role == manager]
10 environment :

11 - MYSQL_ROOT_PASSWORD=password
12 - MYSQL _DATABASEKl example

13 - MYSQL_USERspringuser

14 - MYSQL_PASSWORD=mysql2019

15 networks

16 - webnet

17 spring

18 image : davidmonnuar /springbootlibrarydemo:1.0
19 depends_on :

20 - mysqgldb

21 deploy :

22 replicas :5

23 restart_policy

24 condition :on -failure

25 resources

26 limits

27 cpus: "0.15"

28 memory: 500M

29 ports :

30 - "80:8080"

31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54

*docker

environment
- DATABASE_DRIVEReom.mysql.jdbc.Driver
- DATABASE_HOSTmysqldb
- DATABASE_PORT=3306
- DATABASE_NAMEh example
- DATABASE_USERspringuser
- DATABASE_PASSWORD=mysql2019
networks
- webnet
visualizer
image : dockersamples /[ visualizer:stable
ports :
- "8080:8080"
volumes :
"var/run/ docker.sock :/var/run/ docker.sock
deploy :
placement :
constraints ;[ node.role == manager]
networks
- webnet
volumes
my- datavolume
networks
webnet :




Deployment - 3 & docker

Swarm
vml (manage) 192.168.99.100 vm2 (vorker) 192.168.99.101

——— Node

—— Service

MySQL (port 3306)

Visualizel(port 8080)

Spring (5eplicas== 5 containers) (port 80)

J




Deployment - 4

Byinsertingone of thetwo clusternode URLSnN the
browserit is possibleto haveaccess to the
application

A http://192.168.99.100

A http://192.168.99.101

For theVisualizelservice
A http://192.168.99.100 :8080
A http://192.168.99.101:8080

@ librarywebapp_visualizer

@ librarywebapp_mysqldb B llbrarywiebapp spring

librarywebapp_spring ® librarywebapp_spring

» librarywebapp_spring

librarywebapp_spring



*docker

The overlay networkvebnetisload-balancedoy
usinga roundrobin strategy.

Hostname info

Deployment - 5 and Scaling

It is possibleto access the app from the I&ddress
of either myvm1 or myvm2

A http://192.168.99.100

A http://192.168.99.101

The reason both IP addresses work is that nodes in a
swarm participate in amgress routing meshThis
ensures that a service deployed at a certain port
within your swarm always has that port reserved to
itself, no matter what node is actually running the
container.

36e62fbbbalc

dOZucLucuua

192.168.99.100:8080
my-web published port

192.168.99.101:8080
my-web pL_beished port

192.168.99.102:8080
my-web published port

swarm
load
balancer

10.0.0.1:80

my-web. 1 nodel
192.16899.100

swarm
load
balancer
.........
........................

..........

10.0.0.2:80

my-web.2 node2
192.168.99.101

swarm
load
balancer

IPEETTTTLY

node3
192.168.99.102

ingress network

Spring servicéorizontal scaling

Youcan scale the app lghanginghe replicasvalue
in dockercompose.ymlsavingthe change and re
running in the swarm manager

$ docker - machine ssh myvm1 "docker stack deploy -C
docker - compose.yml librarywebapp



Docker recap &> docker

Dockens a powerfultool easy to use. Théocumentationavailableisveryrich and
It can befound here.

Y o u learredhowto
A containerizean applicationby writing a Dockerfile of jusew lines.

A deploythe app in a cluster
A scalethe app

Howeverto launchthe applicationand scalat isnecessaryo access the cluster via
ssh and bwsingDocker Swarns not possibleto definemore finegrainedpolicies
In orderto dynamicallyscale theapplication

Fromthis experiencat isinterestingto understandnow an orchestratodifferent
from Docker Swarm, lik€ubernetes isableto tacklethis problem


https://docs.docker.com/

Kubernetes kubernetes

Kubernetes(k8s)is an opensource containeorchestrationsystemdesignedoy
Google formutomatingapplication deploymentscalingand management inside a
cluster.

Themain goalisto hidethe complexityof managinca fleet of containers by
providingto the user a set of RE3PIs

Kubernetess portable in nature,meaningit canrun on variouspublic or private
cloudplatformssuchasAWS Azure OpenStaclor Apachéviesos




Features kubernetes

AMulti-containerapplicationdeployment.
A Scale apps in automaticand dynamicway.
ARollout updates toyour app orits configurationby preservingserviceavailability

Alt providescomputationa) network and storageesourcego yourapp and a
discoveryservice.

AIndependencyrom the underlyinginfrastructure

Kubernetess more powerfulthan Docker Swarm, angquiresmore work to
deploy

However the work is intended to provide a big payoff in the long run in terms of a
more manageable, resilient application infrastructure.



Architecture kubernetes

Kubernetes
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Basic concepts kubernetes

Declarativanodel

In Kubernetes, thdeclarativemodelworkslike this

1. Declarethe desiredstate of the applicationsgicroservicesin a
manifestfile.

2. Postit to the Kubernetes API Server.

3. K8s storeshisin the etcd (cluster storepsthea p p | | aastred o n’
state.

4. K8simplementsthe desiredstate on the cluster.

5. K8simplementswhat loops,troughthe kube-controlle-manager, to
makesurethe currentstate of the applicationnl o e svaryfrom
the desiredstate.




Basic concepts kubernetes

APod

In the k8s world, th@atomicunit of schedulingsthe Pod.Youcannotrun a containerdirectly on a k8s
cluster like in Docker, container must alwaya insidePods Evenif it is possibleto run multiple containers
inside thesamePod,eachPodusuallyhostsone containerPodsare alsothe minimum unit of scaling if you
need to scalgour app,youaddor removePods Youdo not scale byaddingmore containers to amexisting
Pod.Podsare mortal and sothey are unreliable. Whena PodterminatesunexpectedlyKuberntesvo n ’ t
bringit back to life.Insteadk8sstartsa new one ints place.

AService

Toovercomethe Podsunreliability Services come to play. Servigesvidereliablenetworking for a set of
Pods Servicetavea frontend that consistof astableDNS name, IP address and port. On the backitey,
load balanceacrossa dynamic set oPods Podscome and go, the Serviabserveghis, automatically
updatesitself, andcontinuesto providethe stablenetworking endpoint. The mappifgetweenServices and
Podsisdonevia labels and labelelectors

ADeployment

Podsd o rsélftheal theyd o nstale, andheyd o mallotvfor easyupdatesandrollbacks Deploymentsdo
all of these Asa result,we almostalwaysrun Podsvia Deployments A single Deployment camly manage
a singletype of Pod. Foexample if you havean app with a Pod for the wdbontend andanotherPod for
the backendy o uneedtivo DeploymentsBehindthe scenesDeploymentdeverageanotherobject called
Replica SeDeploymentause Replica Sets fwovide self-healingand scalability.



Basic concepts kubernetes

AKubernetes Storage

K8shasa mature and featuresich storagesubsystemNomatter what type of storageyou have orwhereit
comesfrom, wheni tsurfecedon yourcluster,i tcalled a Volume. The k@ersistentvolumesubsystems
a setif API objectshat allow apps toconsumestorage. At a high levdPersisteriVolumes(PV) ardhow we
map external storagento the cluster, andPersistentvolume Claims (PVC) are lilaketsthat authorizes

applications Podg to use a PV.

ADaemon Sets

Are usefulwhenyouneed a replica of particularPod running oreverynodein the cluster. Somexamples
include monitoringPodsandloggingPods

AJobs andCronjobs
Theyare usefulwhenyouneed torun a specificnumberof aparticularPod, andyou needguaranteeghat
they will all successfullgomplete.

ANamespace

A virtual cluster (a single physical cluster can run multiple virtual ones) intended for environments with many
users spread across multiple teams or projects, for isolation of concerns. Also, a namespace can be allocated
a resource quota to avoid consuming more than 1I1:



Kubernetes Lab

Startingfrom the sameweb app (Spring and MySQL)
AClustercreationand configurationwith Minikube

ADeployment

AStaticand dynamichorizontalscaling

VM Configuration

(OR) Ubuntu18.10
OracleVM VirtualBox 5.2.18r123745
Minikube 1.0.0

kubectl Client 1.14.0

kubectl Server 1.14.0

kubernetes




Cluster creation and configuration - 1 kubernetes

Minikubeis a tool that makes it easy to run Kubernetes locally
It runs a singlenode Kubernetes cluster inside a VM

Clusterinitialization
$ minikube start

$ kubectl cluster -info
Kubernetes master is running at https://192.168.99.100:8443
CoreDNS is running at https://192.168.99.100:8443/api/vl/namespaces/kubesystem/services/kube - dns:dns/proxy

$ kubectl get nodes
NAME STATUS ROLES AGE VERSION
minikube Ready master 40d v.1.10.0

LaunchDashboard

$ minikube dashboard




Cluster creation and configuration - 2 kubernetes

Dashbhoard

@ Nodes - Kubernetes Dashbo: X

(CERANN © 127.0.0.1:35461/api/v] 8= e B
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Persistent Volumes :
beta.kubernetes.io..
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Storage Classes kubernetes.io/host..

node-role.kubernet..
Namespace
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Deployments
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Deployment -1 kubernetes

Apporganization
AOnepod for Spring.
AOnepod MySQL olume

AOneservicefor MySQL ta@onnectthe MySQL pod to the Spring client
pod.

AOneservicefor Spring toexposepubliclythe whole app.

Twoseparatedoodsin orderto scaleonlythe Spring pod.

The first stepsto write for eachapp component theelated
Deployment file



Deployment - 2

kubernetes

1 apiVersion :apps/vl ; 1 apiVersion :vl i i
2 Wind . Deployment springdeployment.yaml e springservice.yam|
3 metadata : 3 metadata :

4 name: spring 4 name: web - service
5 labels 5 labels

6 app: spring 6 run : web - service
7 spec : 7 spec:

8 replicas :1 8 type : NodePort

9 selector 9 ports

10 matchLabels 10 - port :8080

11 app: spring 11 protocol :TCP
12 template 12 selector

13 metadata : 13 app: spring

14 labels

15 app: spring

16 spec :

17 containers

18 - name: spring

19 image : davidmonnuar /springbootlibrarydemo:1.0

20 env:

21 - name: DATABASE_DRIVER

22 value : com.mysql.jdbc.Driver

23 - name: DATABASE_HOST

24 value : mysqgldb

25 - name: DATABASE_PORT

26 value : "3306"

27 - name: DATABASE_NAME

28 value : db_example

29 - name: DATABASE_USER

30 value : springuser

31 - name: DATABASE_PASSWORD

32 value : mysql2019

33 ports :

34 - containerPort : 8080



Deployment -3 kubernetes

1 apiVersion :vl 30 env:

2 ki%d . Service mysql-deployment'yaml 31 # Use secret in real usage

3 metadata : 32 - name: MYSQL_ROOT_PASSWORD
4 name: mysqldb 33 value : password

5 spec: 34 - name: MYSQL_DATABASE

6 ports : 35 value : db_example

7 - port : 3306 36 - name: MYSQL_USER

8 selector 37 value : springuser

9 app: mysql 38 - name: MYSQL_PASSWORD

10 clusterlP  : None 39 value : mysql2019

11 40 ports

12 apiVersion :apps/vl 41 - containerPort : 3306

13 kind : Deployment 42 name: mysql

14 metadata : 43 volumeMounts :

15 name: mysql 44 - name: mysqgl - persistent - storage
16 spec : 45 mountPath : /var/lib/ mysq|
17 selector 46 volumes :

18 matchLabels : a7 - name: mysql - persistent - storage
19 app: mysql 48 persistentVolumeClaim

20 strategy 49 claimName : mysql - pv- claim
21 type : Recreate

22 template

23 metadata :

24 labels

25 app: mysql

26 spec:

27 containers

28 - image : mysql:5.7

29 name: mysql



Deployment - 4

1 kind : PersistentVolume

2 apiVersion :vl

3 metadata :

4 name: mysql - pv- volume
5 labels

6 type : local

7 spec:

8 storageClassName : manual
9 capacity

10 storage : 1Gi

11 accessModes :

12 - ReadWriteOnce
13 hostPath :

14 path : "/ mnt/data"
15 -

16 apiVersion :vl
17 kind : PersistentVolumeClaim
18 metadata :

19 name: mysql - pv- claim

20 spec:

21 storageClassName : manual
22 accessModes :

23 - ReadWriteOnce

24 resources

25 requests

26 storage : 1Gi

mysqkpv.yaml

kubernetes

Deployment(minikubeSetup.sh)

#!/bin/  sh

kubectl create -f./ mysqgl/ mysqgl - pv.yaml

kubectl create -f./ mysqgl/ mysqgl - deployment.yaml
kubectl create - f./spring/spring - deployment.yaml

kubectl  create - f./spring/spring - service.yaml
kubectl  get services
minikube ip

NOoO O~ WNPRE

$ ./minikubeSetup.sh

persistentvolume / mysql - pv-volume created
persistentvolumeclaim / mysql - pv-claim created
service/ mysqldb created

deployment.apps / mysqgl created

deployment.apps /spring created

service/lweb - service created

NAME TYPE CLUSTER_IP EXTERNAL -IP PORT(S) AGE
kubernetes ClusterlP 10.96.0.1 <none> 443/TCP 47m

mysqldb ClusterlP None <none> 3306/TCP 1s

web- service NodePort 10.96.240.147 <none> 8080:31397/TCP Os

192.168.99.100



Deployment -4 kubernetes

To access thdeployedapp

$ minikube service web - service

é Library i Apph(aﬁ 5>cuo 192.168.99.100:31397 % L e & L H T h e Strl n g re po rted I n th e
B Gmail ¥ Facebook * YouTube E La Repubblica.it Il Fatto Quotidiano In Internazionale ﬁ Tom's Hardware Tom's Hardware == VICE | ltalia | La gt I Rockit TPER » H OStn am d nfo bOX iS th e pOd
sy eb Ay Id inwhichthe containeris

running.

Hostname info
spring-855¢d96b83-xv9j

-
In Dockelthat stringwasthe

container id.
=N

Authors Database m
Id Books

sab 22:35 C ¢ ¢ -




Spring pod scaling

Statichorizontal scalingby usingCLI

$ kubectl scale deployments/spring -- replicas=2

$ kubectl get pods

NAME READY STATUS RESTARTS AGE
mysql - 7¢9fc47¢c5d -z892k 1/1 Running O 2h
spring -855cd96b89 - 2hmwh 1/1 Running 0 2h
spring -855cd96b89 - xv9j7 1/1 Running 0 2h

Dynamichorizontal scalingby defininga scaling
policy

A AddonMinikubemetric-server
A Kuberntesobject Horizontal Pod Autoscaler(HPA)
A Somechangesieededfor the springdeployment file

é

12 template

13 metadata :

14 labels

15 app: spring

16 spec :

17 containers

18 - hame: spring

19 image : davidmonnuar /springbootlibrarydemo:1.0
20 resources

21 requests

22 cpu: "500m"
23 limits

24 cpu: "0.5"
25 env:

26 - name: DATABASE_DRIVER
é

kubernetes

Asscalingmetric we focus onCPUesourceausage

$ minikube addons enable metrics - server

$ kubectl autoscale deployment spring -- cpu- percent =50 -- min=1 --
max=10
$ kubectl run -i -- tty load -generator -- image= busybox /bin/ sh

#/ while true; do wget -q -O http://192.168.99.100:31580/; done

Pod replicas before the workload

$ kubectl get hpa
NAME REFERENCE TARGETS MINPODS MAXPODS REPLICAS AGE
spring Deployment/spring 0%/50% 1 10 1 im

Pod replicas 1 minute after the workload start

$ kubectl get hpa
NAME REFERENCE TARGETS MINPODS MAXPODS REPLICAS AGE
spring Deployment/spring 31%/50% 1 10 1 2m

Pod replicas 3 minutes after the workload start

$ kubectl get hpa
NAME REFERENCE TARGETS MINPODS MAXPODS REPLICAS AGE
spring Deployment/spring 30%/50% 1 10 2 4m

Pod replicas after the workload end

$ kubectl get hpa
NAME REFERENCE TARGETS MINPODS MAXPODS REPLICAS AGE
spring Deployment/spring 0%/50% 1 10 1 9m



Kubernetes Recap kubernetes

Kuberneteds a powerful andeffective tool for containerizedapps management.
It Is significantlymore complexthan Docker Swarnhoweverit is more flexible.

Thehigh-level abstractionsthat Kubernetegprovidesto deployanapplicationlet a
definition of fine-grainedpolicies ancasa consequencehe app managemens
simplified

Kubernetess muchmorethanwhatw e ' seanso far.

Documentationink.



https://kubernetes.io/docs/home/

OpenShift OPENSHIFT

OpenShifis a family ofcontainerizationsoftwaredevelopedby RedHat Its flagship product is the OpenShift
Container PlatfornfOpenShift froormow on), a PaaS for private clouldsilt aroundDocker containers
orchestratedand managedoy Kuberneteson afoundationof RedHat Enterprise Linux

Developemenoriented new features A constraintisthat in orderto use OpenShift
A Deployment from the Dockerfile. you needto use RedHatEnterprise Linux or Red
A Deployment ofpre-built Docker images. Hat Atomic

A Deploymentdirectly from the source codéGitHub).

Kubernetes extensions Minishiftis a tool that helps you run OpenShift

A Severahew objects locally by running a singleode OpenShift

A Project cluster inside a VM. You can try out OpenShift or

A Route develop with it, dayto-day, on your local host.
Linkhere.

Themain advantageof this plaformisto be closerto software developershan Kubernetes.


https://github.com/minishift/minishift

IBM Cloud /"~ IBMCloud

IBM Cloudformerly IBMBluemiy is a suite of cloud computing servictst offersboth PaaS and
Infrastructureasa Service (laaSh\mongthe hugeamountof serviceghat IBM Cloud makes
availablethere isalsolBM Cloud Kubernetes Service.

In orderto use theKubernetesas-a-Serviceyouneedto create a trial account on IBM Cloud and in
few secondsyou havethe access to a singlede Kubernetes cluster.

The Kubernetes serviggvery closeto the vanillaKubernetegprovidedby Google and doesnot
containstrongcustomizationgike OpenShift.

Surelythe main advantageof IBM Clouds that it quicklyprovidesa Kubernetes cluster oethe-shelf
and ready to useavithout spendtoo muchtime in clusterconfiguration

Latestnews: IBMacquiredRedHat



Conclusions

Dockerand Kuberneteshavecompletelyre-invetedthe way the cloudndustry
facesthe softwaredevelopment deployment andnaintenance

The idea okxploitingthe native capability obperatingsystems forsolatingthe
resourcedy providingthe support for containerss successful

Thecontainerizationhasprovento be an innovativéechnologythat hasbecomein
a short time giventhe growingadoption rate, acrucialtool in the moderncloud
solutions




Home lab
Source code linkttps://github.com/davidMonnuar/projectActivity

Uselntellij IDEAnttps://www.|etbrains.com/student/

Tryto configurethe runtime environmentby yourselfon adedicatedLinux
Installation

Download andnstall VMWareWorkstation Pro

Download Virtual Machine
username: user
password: root

File>Open>Select Ubuntu6déitContainerReady.ovk Click R e t->rEnjéyJ

For any doubt email me: dmitrij.padalino@unibo.it


https://github.com/davidMonnuar/projectActivity
https://www.jetbrains.com/student/
https://www.vmware.com/it/products/workstation-pro/workstation-pro-evaluation.html
https://liveunibo-my.sharepoint.com/:u:/g/personal/dmitrij_padalino_unibo_it/EZ0x5eRePT1Aow0OIesq0kwBAm_mcLaf3Gi5QrhifJA2IA?e=RL8Svy

Thank you for your attention

Infrastructures for Cloud Computing and Big Data M
Dmitrij David Padalino Montenero
dmitrij.padalino@unibo.it
AlY. 2019/2020



